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ABSTRACT:   

 
We incline towards the modern and greatest new technologies, and when fascinating 
platforms like Hadoop develop, they’re frequently complemented by a substantial amount of 
buildup. When it comes to Hadoop, though, there’s authentic matter behind this buildup. Just 
look at the growing numbers of code inputs in the Apache Hadoop projects and also the 
implementation rates of Hadoop in all scale of businesses. The center of this paper is to 
compare and contrast the relation powers of Hadoop technologies and relational databases. 
It’s imperative to know and understand this new technology relates to present technologies 
and business exercises. In the case of Hadoop, one should know how it will influence the field 
of data management of various enterprises. 
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[1] INTRODUCTION  

Database models and systems have been in existence since computer systems have 

evolved the earth, and almost all IT people have at least been using some type of database 

technology since time immemorial. The most dominant database feature is the relational 

database management system (RDBMS), which can be tracked back to Edgar F. Codd’s 

revolutionary work at IBM in the 1970s. Several well-known companies like IBM, Informix, 

Oracle, and Sybase etc. exploited on Codd’s work and reaped a lot, or continue to sell, 

reaping a great based on his relational model. At around the same time, Donald D. 

Chamberlin and Raymond F. Boyce created the structured query language (SQL) as a 

medium to provide a common programming language for handling data stored in the 

RDBMS. The 1980s and 1990s saw the age of the object database, which provided a better fit 
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for a particular class of problems than the relational database, and now another new concept 

of technologies, frequently referred to as NoSQL databases, is developing. 

NoSQL stores data initially supported to the belief “Just Say No to SQL”, and these 

were a response to the observed limitations of (SQL-based) relational databases. A relational 

database is an exceptional tool, but for some types of data (like key-value pairs, or graphs) 

and some usage configurations (like extremely large scale storage) a relational database isn’t 

practical. And when it comes to huge storage, relational database can’t suit to your pocket, 

both in ways of database license costs and hardware costs. So, with the NoSQL invention, 

creative programmers developed numbers of solutions for different types of tricky data 

storage and processing complications. These NoSQL databases naturally provide enormous 

scalability by way of bunching, and are often designed to enable high throughput and low 

dormancy. 

The NoSQL offerings can be broken down into four different categories, based on their 

design and purpose: 

 

✓ Key-value stores: NoSQL paves a way to store any kind of data without using a scheme. This 

is in contrast to relational databases, where you require to define the graph (the table 

structure) before any data inserted. Since key-value stores don’t require a scheme, you have 

great flexibility to store data in many formats. In a key-value store, a row simply contains a 

key (an identifier) and a value, which can be anything from an integer value to a large binary 

data string.  

 

✓ Column family stores: Now you have databases in which columns are grouped into column 

families and stored jointly on disk. 

 

✓ Document stores: NoSQL trusts on assortments of likewise encoded and formatted 

documents to increase competences. Document stores facilitate separate documents in a 

assortment to include only a subclass of fields, so only the data that’s important is stored. For 

scarce data sets, where many fields are frequently not occupied, this can proves into 

substantial space savings. In contrast, unfilled columns in relational database tables do take 

up space. Document stores also permits scheme flexibility, because only the needed fields 

have been stored, and new fields can enhance. Again, in addition to relational databases, table 

structures are well defined up front before data is saved, and altering columns is a tiresome 

job that effects the complete data set. 

 

✓ Graph databases: Now, databases that store graph structures—that show assortments of units 

(vertices or nodes) and their connections (edges) with each other. These structures empower 

graph databanks to be exceptionally well suited to store complex structures, linking 

relationships between all known web pages like single web pages are nodes, and the edges 

linking them are links from one page to another. Google, obviously, is total graph technology, 

and developed a graph processing engine called Pregelto muscle its PageRank system. Here, 

in Hadoop community, there’s an Apache project named Giraph, which also a graph 

processing engine devised to process graphs saved in HDFS. The data storage and processing 
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options available in Hadoop are in many cases implementations of the NoSQL categories 

listed here. 

 

[2] ACID VERSUS BASE DATA STORES 

 

One guarantee of relational database systems is rather known as ACID compliance. As 

we know, ACID is an acronym — the single letter, aimed to portray a feature of individual 

database transactions, can be long-drawn-out as defined in this list: 

 

✓ Atomicity: The database transaction must entirely succeed or totally fail. Partial success is 

not permitted. 

 

✓ Consistency: During the database transaction, the RDBMS proceeds from one valid state to 

another. The state is never untrue. 

 

✓ Isolation: The client’s database transaction must befall in segregation from other clients 

attempting to execute with the RDBMS. 

 

✓ Durability: The data transaction that was part of the operation must be reflected in not 

volatile storage (computer memory that can recover stored information even when not 

powered – like a hard disk) and continue even after the operation successfully completes. 

Transaction fiascoes cannot leave the data in a partially committed state. 

 

Some practice cases for RDBMS, like online transaction managing, depend on ACID-

compliance transactions between the client and the RDBMS for the system to work 

efficiently. A great example of an ACID-compliance transaction is a transmission of funds. 

This breaks down into double database transactions, where the initiating account shows a 

withdrawal, and the end account shows a deposit. Apparently, these two transactions have to 

be knotted together in order to be valid so that if one of them fail, the complete operation 

must fail to certify both balances stay valid. 

Hadoop also has no theory of transactions (or even records, for that matter), so it 

clearly isn’t an ACID-compliance system. Thinking more particularly about data storage and 

processing projects in the complete Hadoop ecosystem, none of them is fully ACID-

compliant. Though, they do reveal properties that you frequently see in NoSQL data stores, 

so there is some model to the Hadoop approach. 

One important theory following NoSQL data stores is that every application not wants 

ACID-compliant transactions. Comforting on certain ACID properties (and walking away 

from the relational model) has paved a way to many possibilities, which have allowed some 

NoSQL data stores to gain considerable scalability and performance for their position 

applications. Whereas ACID defines the key features needed for consistent transaction 

processing, the NoSQL world needs distinctive features to allow flexibility and scalability. 

These contrasting features are skillfully captured in the acronym BASE: 

 

✓ Basically Available: The system is promised to be accessible for questioning by all users.  
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✓ Soft State: The values saved in the system may amend because of the subsequent consistency 

model, as described in the next bullet. 

 

✓ Eventually Consistent: As data is enhanced to the system, the system’s state is steadily 

simulated across all nodes. Like in Hadoop, when a file is inscribed to the HDFS, the same of 

the data blocks are made in different data nodes after the unique data blocks have been 

written. For the tiny period before the blocks are duplicated, the state of the file system is not 

constant. 

The acronym BASE is a bit contrived, as most NoSQL data stores don’t entirely vacate 

all the ACID features — it’s not really the polar contradictory matter that the name means, in 

other words. Also, the Soft State and Eventually Consistent features amount to the similar 

thing, but the thing is that by comforting consistency, the system can horizontally scale (many 

nodes) and confirm availability. The discussion on NoSQL would not be complete without 

stating the CAP theorem, which signifies the three types of sureties that shapes aim to provide 

in their systems: 

 

✓ Consistency: As same to the C in ACID, all nodes in the system would have the similar view 

of the data every time. 

 

✓ Availability: The system answers to requests always. 

 

✓ Partition tolerance: The system stays online if network problems happen between system 

nodes. The CAP theorem describes that in dispersed networked systems, architects have to 

select two of these three guarantees — you can’t guarantee your users all three. That leaves 

you with the three prospects shown in Figure 1 [1]: 

 

✓ Systems using traditional relational technologies usually aren’t division easygoing, so they 

can promise consistency and availability. In short, if one part of the systems is offline, the 

whole system is offline. 

 

✓ Systems where partition tolerance and availability are of primary importance can’t guarantee 

consistency, because updates (that destroyer of consistency) can be made on both side of the 

partition. The key-value stores Dynamo and CouchDB and the column-family store 

Cassandra are famous examples of partition easygoing/availability (PA) systems. 

 

✓ Systems where partition tolerance and consistency are of primary significance can’t promise 

availability as the systems return errors till the partitioned problem is solved. Hadoop-based 

data stores are deliberated consistent and partition tolerant. With data stored unwontedly 

throughout many slave nodes, outrages to large partitions of a Hadoop bundle can be borne. 

Hadoop is taken as consistent because it has a central metadata store (the NameNode) which 

maintains a single, constant view of data stored in the bundle. We can’t say that Hadoop 

guarantees availability, because if the NameNode fails applications cannot access data in the 

cluster. 
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Figure 1: CAP theorem guarantees and implementation examples 

 

[3] STRUCTURED DATA STORAGE AND PROCESSING IN HADOOP 

 

When taking Hadoop’s competencies for working with structured data (or working with 

data of any type), remember Hadoop’s underlying features: Hadoop is, first and notable, a 

general-purpose data storage and processing podium architect to gauge out to thousands of 

calculate nodes and petabytes of data. There’s no data model in Hadoop itself; data is simply 

saved on the Hadoop bunch as raw files. As such, the underlying constituents of Hadoop 

itself have no special competencies for cataloging, indexing, or querying structured data. 

The underlying beauty in a general-purpose data storage system is that it can be 

stretched for extremely particular purposes. The Hadoop system has done just that with a 

number of Apache assignments — projects that, in all, develop the Hadoop community. 

When it comes to planned data storage and processing, the projects described in this list are 

the most usually used: 

 

✓ Hive: A data warehousing framework for Hadoop. Hive catalogs data in structured files and 

provides a query interface with the SQL-like language named HiveQL as shown in Figure 2. 
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 Figure 2: SQL-like language named HiveQL 

 

✓ HBase: A distributed database — a NoSQL database that relies on multiple computers rather 

than on a single CPU, in other words — that’s built on top of Hadoop.  

 

✓ Giraph: A graph processing engine for data stored in Hadoop. Many other Apache projects 

support different aspects of structured data analysis, and some projects focus on a number of 

frameworks and interfaces. 

 

[4] COMPARISON OF HADOOP-BASED DATA STORES WITH 

TRADITIONAL RDMS 
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Criteria HIVE GIRAPH HBASE RDBMS 

Query Language HiveQL Giraph API HBase API 

commands (get, 

put, scan, delete, 

increment, check), 

HiveQL 

SQL 

Indexes Yes No Row-key only or 

special table 

required 

Yes 

Changeable data No  Yes Yes 

Data types Bytes; data types are interpreted on query Rich data type 

support 

Data Layout Raw files stored in HDFS; HIVE 

supports proprietary row-oriented 

or column-oriented formats. 

A sparse, 

distributed, 

persistent 

multidimensional 

sorted map 

Row- oriented or 

column-oriented 

Hardware Hadoop- clustered commodity x86 server; five or more 

is typical because the underlying storage technology is 

HDFS which by default requires three replicas 

Typically large 

scalable 

multiprocessor 

systems 

High availability  Yes; built into the Hadoop architecture Yes if the 

hardware and 

RDBMS are 

configured 

correctly 

Schema  Schema defined 

as files are 

catalogued with 

the Hive Data 

Definition 

Language 

(DDL) 

Schema on read Variability in 

schema between 

rows 

Schema on load 

Throughput Millions of reads and writes per second Thousands of 

reads and writes 

per second 

Typical Size Ranges from terabytes to petabytes (from hundreds of 

millions to billions of rows) 

From gigabytes 

to terabytes 

(from hundreds 

of thousands to 

millions of rows) 

Transaction 

speed 

Modest speed for interactive 

queries; fast for full table scans  

Fast for 

interactive 

Fast for 

interactive 
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queries; fast for 

full tale scans 

queries; slower 

for full tale scans 

Transactions None  Provides ACID 

support on only a 

single row 

Provides multi-

row and cross-

table 

transactional 

support with full 

ACID property 

compliance 

Table 1: Comparison of Hadoop-based data stores (Hive, Giraph, and HBase) with traditional RDBMS. 

 

[5] CONCLUSION 

In the last decade, Hadoop has become a de-facto standard framework for big data 

processing in the industry. Although Hadoop today is primarily applied to textual data, it can 

be also used to process binary data including images. A number of frameworks have been 

developed to increase productivity of developing Hadoop based solutions. The relational 

database, as we know it, isn’t going away any time soon. Pundits will always claim, 

“RDBMS will go the way of the dinosaur,” but we think (at least for now) that IT needs both 

systems. More importantly, IT needs both systems to work together and complement each 

other. 
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